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Problem Set 3

This third problem set has two goals:

• To give you a chance to play around with propositional and first-order logic.
• To show you how to apply proof techniques, especially induction, to software.

The problem set is logically partitioned into two halves, the first of which plays around with 
logic, and the second of which explores applications in depth.  We hope that you have as much 
fun playing around with these problems as we did designing them!

Start this problem set early.   It contains seven problems (plus one survey question and one 
extra-credit problem), several of which require a fair amount of thought.  I would suggest reading 
through this problem set at least once as soon as you get it to get a sense of what it covers.

As much as you possibly can, please try to work on this problem set individually.  That said, if 
you do work with others, please be sure to cite who you are working with and on what problems. 
For more details, see the section on the honor code in the course information handout.

In any question that asks for a proof, you  must provide a rigorous mathematical proof.  You 
cannot draw a picture or argue by intuition.  You should, at the very least, state what type of proof 
you are using, and (if proceeding by contradiction, contrapositive, or induction) state exactly what 
it is that you are trying to show.  If we specify that a proof must be done a certain way, you must 
use that particular proof technique; otherwise you may prove the result however you wish.

If you are asked to prove something by induction, you may use either weak induction or strong 
induction.   You  should  state  your  base  case  before  you prove  it,  and  should  state  what  the 
inductive hypothesis is before you prove the inductive step.

As always, please feel free to drop by office hours or send us emails if you have any questions.  
We'd be happy to help out.

This problem set has 125 possible points.  It is weighted at 7% of your total grade.  The earlier 
questions serve as a warm-up for the later problems, so do be aware that the difficulty of the 
problems does increase over the course of this problem set.

Good luck, and have fun!

Due October 21th at 2:15 PM



Problem One: Translating into Logic (20 points)

In each of the following, you will be given a list of first-order predicates and functions along with an  
English sentence.   In  each case,  write  a  statement  in  first-order  logic  that  expresses  the indicated 
sentence.   The statement  you write  should can use any first-order construct  (equality,  connectives, 
quantifiers, etc.), but you must only use the predicates and functions provided.

As an example, if you were given just the predicates Integer(x), which returns if x is an integer, and the 
function Plus(x, y), which returns x + y, you could write the statement “there is some even integer” as

n. ∃ ∃k. (Integer(k)  Plus(k, k)∧  = n)

since this asserts that some number n is equal to 2k for integer k.  (We could have included the fact that 
n should be an integer as well, but this is implicit from the fact that 2k is an integer).  However, you 
could not write

n. (∃ Integer(n)  Even∧ (n))

because there is no Even predicate.  The point of this question is to get you to think how to express 
certain concepts in first-order logic given a limited set of predicates, so feel free to write any formula  
you'd like as long as you don't invent your own predicates or functions.

i. Given the predicates

Integer(x), which returns whether x is an integer, and
LessThan(x, y), which returns whether x < y, and

write a statement in first-order logic that says “there is no smallest integer.”

ii. Given the predicates

Player(x), which returns if x is a player, and
Beats(x, y), which returns if player x beat player y, 

Write a statement in first-order logic that says “some player is a tournament winner,” using the 
definition of tournament winner from the previous problem set (that is, a player who either beat 
every other player or beat someone who in turn beat that player.)

iii. Given the predicates
 

Person(x), which says if x is a person, and 
Reason(y), which says if y is a reason for something, and
IsAHeroBecause(x, y), which says whether x is a hero because of y.

write a statement in first-order logic that says “everyone's a hero in their own way.”  That is, 
everyone is a hero, but no two people are heroes for the same reason.
 
 
 



iv. Given the predicate

Natural(x), which returns if x is an natural number,
 
the function

Product(x, y), which returns the product of x and y,

and the constant symbols 1 and 137, write a statement in first-order logic that says “137 is a 
prime number.”
 

v. Given the predicates
 

Word(x), which returns if x is a word,
Definition(x), which returns whether x is a definition, and
Means(x, y), which says that x means y,

 
write a statement in first-order logic that says “some words have exactly two meanings.”

vi. Given the predicates
 

Lady(x), which returns if x is a lady,
Glitters(x), which returns if x glitters,
IsSureIsGold(x, y), which returns if x is sure that y is gold,
Buying(x, y), which returns if x buys y,

and the constant s, which represents a Stairway to Heaven, write a statement in first-order logic 
that says “There's a lady who's sure all that glitters is gold, and she's buying a Stairway to  
Heaven.”*

* Let's face it – the lyrics to Led Zeppelin's “Stairway to Heaven” are impossible to decipher.  Hopefully we can gain 
some insight by translating them into first-order logic!



Problem Two: Propositional Contradictions (15 points)

For each of the following propositional logic statements, find another statement that is the contradiction 
of the given statement.  The statement you choose should not contain any instances of ¬ before a 
parenthesis.  For example, to get the contradiction of the statement

p → q → r

you might use the following line of reasoning:

¬(p → q → r)
p  ¬(q → r)∧
p  q  ¬r∧ ∧

Once you have found your contradiction, prove that is is correct by constructing a truth table for the 
negation of the original statement, then showing that it is equal to the truth table for your resulting 
statement.  For example, in the above case, we would construct truth tables for ¬(p → q → r) and 
p ∧ q ∧ ¬r to show that they are equivalent:

p q r ¬(p → q → r) p q r p  q  ¬r∧ ∧

F F F  F T T F F F    F F T

F F T  F T T F F T    F F F

F T F  F T F F T F    F T T

F T T  F T T F T T    F F F

T F F  F T T T F F    F F T

T F T  F T T T F T    F F F

T T F  T F F T T F    T T T

T T T  F T T T T T    F F F

i. p ↔ q

ii. r  (¬p  q)∨ ∧

iii. ¬(p → q) → (p → ¬q)

iv. (  ↔ q) → (p → )⊥ ⊤

Problem Three: First-Order Contradictions (15 points)

Proof by contradiction can be difficult because it is often tricky to determine what the contradiction of 
the theorem is.  In this problem, you'll use first-order logic to explicitly determine the contradictions of  
statements in first-order logic.

For each of the first-order logic formulae below, find a first-order logic formula that is the contradiction 
of the original  statement.   Your final  formula must  not have any negations in it,  except  for direct 
negations of predicates.  For example, the negation of

x. (p(x) → y. q(x)  r(y))∀ ∃ ∧



would be found by pushing the negation in from the outside as follows:

¬( x. (p(x) → y. (q(x)  r(y))))∀ ∃ ∧
x. ¬(p(x) → y. (q(x)  r(y)))∃ ∃ ∧
x. (p(x)  ¬ y. (q(x)  r(y))∃ ∧ ∃ ∧
x. (p(x)  y. ¬(q(x)  r(y)))∃ ∧ ∀ ∧
x. (p(x)  y. (¬q(x)  ¬r(y)))∃ ∧ ∀ ∨

You must show every step of the process of pushing the negation into the formula (along the lines of 
what is done above), but you do not need to formally prove that your result is correct.

i. x. (p(x) → q(x))∀

ii. x. (p(x)  q(x))∃ ∧

iii. x. y. (p(x) ↔ q(y))∀ ∃

iv. x. (p(x) → y. q(x, y))∀ ∃

v. v. w. x. y. z. (p(v, w, x, y, z) ↔ f(x) = g(y))∃ ∀ ∃ ∃ ∀

Problem Four: Repeated Squaring (20 points)

In  many  applications  in  computer  science,  especially  cryptography,  it  is  important  to  compute 
exponents efficiently.   For example,  the RSA public-key encryption system, widely used in secure 
communication,  relies  on  computing  huge  powers  of  large  numbers.   Fortunately,  there  is  a  fast 
algorithm for computing xy in the special case where y is a natural number called repeated squaring.

The repeated squaring algorithm is based on the following function RS:

RS ( x , y)={
1 if y=0

RS ( x , y /2)
2 if y is even

x⋅RS ( x ,( y−1)/2)
2 if y is odd

For example, we could compute 210 using RS(2, 10) follows:

In order to compute RS(2, 10), we need to compute RS(2, 5)2.
In order to compute RS(2, 5), we need to compute 2·RS(2, 2)2.

In order to compute RS(2, 2), we need to compute RS(2, 1)2.
In order to compute RS(2, 1), we need to compute 2·RS(2, 0)2.

By definition, R(2, 0) = 1
so RS(2, 1) = 2·RS(2, 0)2 = 2·12 = 2.

so RS(2, 2) = RS(2, 1)2 = 22 = 4.
so RS(2, 5) = 2·RS(2, 2)2 = 2·42 = 32.

so RS(2, 10) = RS(2, 5)2 = 322 = 1024.



In this problem, you will formally prove that this function correctly computes powers, then will reason 
about how efficiently it does so.

i. Prove that for any x   and any ∈ℝ y  , ∈ℕ RS(x, y) = xy.

Suppose  that  we  want  to  write  a  computer  program that  computes  exponents  using  the  repeated 
squaring algorithm.  One way to do this (in either C, C++, or Java) is as follows:

    /**
     * Computes xy using the repeated squaring algorithm.
     *
     * @param x The number to raise to some power.
     * @param y The power to which that number should be raised.
     * @return xy

     */
    double RaiseToPower(double x, int y) {
        /* x0 = 1 */
        if (y == 0) return 1.0;
        
        /* The RS function then decides whether y is even or odd.
         *
         *   - If it is even, it computes RS(x, y/2).
         *   - If it is odd, it computes RS(x, (y – 1)/2).
         *
         * This is done in one step using integer division.
         */
        int halfY = y / 2;
        double halfPower = RaiseToPower(x, halfY);

        /* If y is even, we want to compute halfPower2.  Otherwise,
         * we want to compute x * halfpower2.  We can check if y is
         * even by checking if y % 2 == 0.
         */
        if (y % 2 == 0)
            return halfPower * halfPower;
        else
            return halfPower * halfPower * x;
    }

Now, suppose that we want to determine how efficiently this code will run.  Because the code does not 
contain any loops, one way to think about how to measure the code's efficiency would be to count the 
number of times that RaiseToPower is invoked when calling RaiseToPower(x, y).  For example, if 
we call  RaiseToPower(x, 0) for any x, then the function will be called once: when we explicitly 
called it to compute RaiseToPower(x, 0)!  For more complex inputs, though, we can see how many 
recursive calls are made by watching what the function does.  For example, here are the recursive calls  
made when calling RaiseToPower(7, 43):

RaiseToPower(7, 43) calls
RaiseToPower(7, 21), which calls

RaiseToPower(7, 10), which calls
RaiseToPower(7, 5), which calls

RaiseToPower(7, 2), which calls
RaiseToPower(7, 1), which calls

RaiseToPower(7, 0)  



So a total of seven function calls are needed.

ii. Prove that if y < 2k for some natural number k, then the number of function calls made to 
evaluate RaiseToPower(x, y), including the initial call itself, is at most k + 1.

iii. Using your result from (ii), prove that evaluating  RaiseToPower(x, y) for y > 0 requires at 
most log⌈ 2 y  + 2 function calls, including the initial call itself.⌉ *

Your  result  in  (ii)  gives  a  strong  bound  on  the  amount  of  work  required  to  compute 
RaiseToPower(x, y).   Since  each  function  call  does  very  little  work,  the  RaiseToPower(x, y) 
function runs extremely quickly, especially compared to this simpler function that just multiplies x by 
itself y times:

    /**
     * Computes xy using by multiplying x by itself y times.
     *
     * @param x The number to raise to some power.
     * @param y The power to which that number should be raised.
     */
    double RaiseToPowerSlow(double x, int y) {
        double result = 1.0;
        for (int i = 0; i < y; i++) {
            result *= x;
        }
        return result;
    }

On my laptop,  for  example,  the  RaiseToPowerSlow function  for  computing  xy takes  roughly  100 
milliseconds to compute 51,000,000, whereas the RaiseToPower function based on repeated squaring takes 
only ten microseconds!

Problem Five: Fibonacci Numbers and Loop Invariants (15 Points)

The Fibonacci sequence is a famous mathematical series defined inductively as follows:

F0 = 0
F1 = 1
Fn + 2 = Fn + Fn + 1

The first terms of the Fibonacci series are 0, 1, 1, 2, 3, 5, 8, 13, 21, 34, 55, 89, …

Fibonacci numbers arise in many contexts in computer science.  Many algorithms, such as the ones 
used to compute continued fractions,  take longest  to finish running when started on the Fibonacci 
numbers.  Fibonacci numbers can be used to take logarithms, to encode data for transmission, and to 
formally analyze many important data structures (such as the appropriately-named Fibonacci heap).

Consider  the  following  short  function  (which  could  be  in  either  C,  C++,  or  Java)  that  computes 
Fibonacci numbers:

* Computer scientists often use the notation lg y to mean log2 y.



    /**
     * Computes Fn iteratively by adding up successive terms in the series.
     *
     * @param n The index of the number to compute, which must be nonnegative.
     * @return Fn

     */
    int Fib(int n) {
        /* These two values store successive Fibonacci numbers, which will be used
         * to generate more terms in the series.
         */
        int a = 0;
        int b = 1;

        /* Count up from 0 to n, updating a and b appropriately. */
        int i = 0;
        while (i < n) {
            /* These three lines update a and b such that their values are
             *   a' = b
             *   b' = a + b
             * Where a' and b' are the new values of a and b.
             */
            int c = a + b;
            a = b;
            b = c;

            i++;            
        }

        /* a now holds Fn, so return it. */
        return a;
    }

Being the great CS103 student that you are, you decide to formally prove that this function does indeed 
produce the correct value of Fn.

In problem four, where you are asked to prove the correctness of the RS(x, y) function, you could do so 
inductively because the function was defined recursively.  However, the Fib function here is iterative 
rather than recursive, which makes analysis substantially harder.  In order to prove that this function 
works correctly, we will instead use the technique of loop invariants.

A loop invariant is some property that can be shown to hold true no matter how many times a loop has 
been executed.  As a result, we can conclude that once the loop has finished running, any loop invariant 
must still hold true regardless of how the loop terminated.  This lets us draw conclusions about what 
must  be  true  about  the  program  at  the  point  where  the  loop  terminates,  effectively  giving  us  a 
“summary” of the loop's behavior that we can use to prove properties of the program later on.

In the case of the function Fib, we will consider three loop invariants:

1. 0 ≤ i ≤ n

2. a = Fi

3. b = Fi + 1



This first loop invariant states that the loop counter i is always no less than zero and no greater than n. 
The second invariant guarantees that the value of a is always the ith Fibonacci number, and the third 
that b is always the (i + 1)st Fibonacci number.  For the purposes of this problem, don't worry about 
integer overflow; we'll just assume that any integer value can fit into a single int.  You can also assume 
that the parameter n is nonnegative (that is, it's a natural number).

i. The loop invariants chosen here may seem arbitrary, but they're all we need to be able to show 
that Fib(n) = Fn.  Prove that if all three loop invariants are true, when the loop terminates, the 
function returns Fn. (Hint: Remember that the loop terminates when i < n is no longer true.)

ii. Prove,  by induction,  that after  any number of iterations of the loop in  Fib (including zero 
iterations),  that  the  three  properties  hold.   (Hint:  Let  the  property  you  want  to  prove  by  
induction be “if  the loop executes k times,  the three properties hold after the kth iteration  
completes.”  Make sure to think about what this means if k ≥ n.)

Congratulations!  You've just learned how to formally prove properties of loops!

Problem Six: AVL Trees (15 points)

A binary tree is a special kind of directed graph with the following properties:

• Every node has either 0, 1, or 2 outgoing edges.
• There is a special node called the root node with no incoming edges.
• Each other node has exactly one incoming edge.

For example, the following are all binary trees:

While these are not:

Make sure you can identify the root of each of these binary trees.

If a node u has an edge to a node v, we say that u is the parent of v.  Similarly, v is a child of u.



A leaf node is a node with no outgoing edges.  The height of a binary tree is the maximum length of a 
path from the root node to any of the leaves.  This value is important in many applications in computer  
science, since binary trees are often used to store information.  To look up information in the binary 
tree, the program may have to traverse the longest path from the root node to some leaf.  If this path is 
lengthy  (that  is,  the  tree  has  a  large  height),  the  search  may  take  a  long  time  to  complete.  
Unfortunately, a binary tree with n nodes may have height up to n – 1 (see the diagram below, for 
example), which would make searching slow.  In the best case, though, a (nonempty) binary tree has 
height log⌊ 2 n .  For example, here are two trees with seven nodes each, one of which has the maximum⌋  
possible height and one of which has the minimal possible height:

To ensure that binary trees do not grow too large, many algorithms have been developed that ensure 
that the height of the tree is not too great relative to the number of nodes.  These algorithms often 
guarantee that the height is roughly logb n for some real number b.

The first published data structure that could guarantee strong bounds on the height of a binary tree was 
the AVL tree, named after Soviet computer scientists Georgy Adelson-Vesky and Evgenii Landis.  The 
AVL trees are a family of binary trees defined as follows:

• A single node is an AVL tree of height 0.

• A single node with exactly one or two children that are AVL trees of height 0 is an AVL tree of 
height 1.

• For any n ≥ 0, an AVL tree of height n + 2 is a root node whose left and right children are either  
both AVL trees of height n + 1, or a root node with one child that is an AVL tree of height n and 
one child that is an AVL tree of height n + 1.

For example, the following are AVL trees.  Each node is annotated with its height:

00 1

2 1

0

3

0 0 0 0

11

2

00 1

2 1

0

3

0 0 0

11

2

4

0



Both of the trees below are binary trees, but neither of them are AVL trees:

(Take a minute to verify why these aren't AVL trees)

If you'll notice, the AVL trees displayed above have many nodes but have small height.  For example, 
the leftmost tree has seven nodes and height three, the middle tree has seven nodes and height two, and 
the leftmost tree has fifteen nodes and height four.  In fact, it is known that AVL trees cannot be very 
large relative to the number of nodes they contain.  In this problem, you will prove this.

i. Prove that an AVL tree of height h contains as at most 2h+1 – 1 nodes.

ii. Prove that an AVL tree of height h contains at least Fh + 3 – 1 nodes.  This result is surprising, 
since nowhere in the definition of AVL trees does the Fibonacci sequence appear!

Your result from (ii) can be used to show that AVL trees have a height that is roughly logarithmic in the  
number of nodes.  There is a remarkable result about the Fibonacci numbers called Binet's Formula, 
which states that

F n=
1

√5
((

1+√5
2

)
n

−(
1−√5

2
)

n

)

Because the value of 
−1

√5
(
1−√5

2
)

n

 is never any less than -1, we get that

F n≥
1
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The number 
1+√5

2
 is called the golden ratio and is typically denoted φ.  This gives us that

F n≥
ϕ

n

√5
−1

Using your result from part (ii), we have that in an AVL tree of n nodes, the height h of the tree is 
(approximately) related to n as follows:

n≥
ϕ

h+3

√5
−2

Simplifying, we get that  logϕ ((n+2)√5)−3≥h .  In other words, the height of the tree is no greater 
than some logarithmic function of the number of nodes.  This means that the time required to look up a 
node in the tree by following some path from the root downward will never be very large relative to the 
number of nodes in the tree.



Problem Seven: The Well-Ordering Principle (20 Points)

The well-ordering principle states that any nonempty set of natural numbers, whether finite or infinite, 
contains some natural number that is smaller than all other natural numbers in the set.

i. Prove the well-ordering principle using strong induction. (Hint: Rather than trying to show that  
every  set  of  natural  numbers  has  a  least  element,  try  using  a  proof  by  contradiction  by  
assuming some nonempty set of natural numbers has no least element)

ii. Using the well-ordering principle, but without using induction, prove that the function RS(x, y) 
from problem four is always equal to xy.  (Hint: Suppose that RS(x, y) is not always equal to xy.  
Then there is a nonempty set of natural numbers y for which RS(x, y) does not always equal xy.)

Problem Eight: Course Feedback (5 Points)

We want this course to be as good as it can be, and we'd really appreciate your feedback on how we're 
doing.  For a free five points, please answer the following questions.  We'll give you full credit no 
matter what you write (as long as you write something!), but we'd appreciate it if you're honest about 
how we're doing.

i. How hard did you find this problem set?  How long did it take you to finish?

ii. Does that seem unreasonably difficult or time-consuming for a five-unit class?

iii. Did you attend Monday's problem session?  If so, did you find it useful?

iv. How is the pace of this course so far?  Too slow?  Too fast?  Just right?

v. Is there anything in particular we could do better?  Is there anything in particular that you think 
we're doing well?

Extra Credit Problem: Egyptian Fractions

The Fibonacci sequence is named after Leonardo Fibonacci, an eleventh-century Italian mathematician 
who is credited with introducing Hindu-Arabic numerals (the number system we use today) to Europe 
in his book Liber Abaci.  This book also contained an early description of the Fibonacci sequence, from 
which the sequence takes its name.

In lecture, we saw a surprising connection between Fibonacci numbers and  continued fractions, an 
system for writing out rational numbers.  Interestingly, Liber Abaci also described a separate notation 
for fractions called Egyptian fractions, a method for writing out fractions that has been employed since 
ancient times.*  An Egyptian Fraction is a sum of distinct fractions whose numerators are all one (the 
so-called unit fractions).  For example:

1
3
=

1
2
+

1
6

2
15

=
1
10

+
1
30

7
15

=
1
3
+

1
8
+

1
120

2
85

=
1
51

+
1

255

* There is archaeological evidence (the Rhind papyrus) that shows that the ancient Egyptians were using Egyptian 
fractions over three thousand years ago.



One  way  of  finding  an  Egyptian  fraction  representation  of  a  rational  number  is  to  use  a  greedy 
algorithm that works by finding the largest unit fraction at any point that can be subtracted out from the 
rational number.  For example, to compute the fraction for 42 / 137, we would start off by noting that 
1 / 4 is the largest unit fraction less than 42 / 137.  We then say that

42
137

=
1
4
+(

42
137

–
1
4
)=

1
4
+

31
548

We then repeat this process by finding the largest unit fraction less than 31 / 548 and subtracting it out. 
This number is 1/18, so we get

42
137

=
1
4
+(

42
137

–
1
4
)=

1
4
+

1
18

+(
31
548

–
1
18

)=
1
4
+

1
18

+
5

4932

The largest unit fraction we can subtract from 5 / 4932 is 1 / 987:

42
137

=
1
4
+

1
18

+(
5

4932
−

1
987

)=
1
4
+

1
18

+
1

987
+

1
1622628

And at this point we're done, because the leftover fraction is itself a unit fraction.

Prove that the greedy algorithm for continued fractions always terminates for any rational number in 
the range (0, 1) and always produces a valid Egyptian fraction.  That is, the sum of the unit fractions 
should be the original number, and no unit fraction should be repeated.  This shows that every rational 
number in the range (0, 1) has at least one Egyptian fraction representation.

Submission Instructions

There are three ways to submit this assignment:

1. Hand in a physical copy of your answers at the start of class

2. Submit a physical copy of your answers in the filing cabinet in the open space near the handout 
hangout in the Gates building.  If you haven't been there before, it's right inside the entrance 
labeled “Stanford Venture Fund Laboratories.”  There will be a clearly-labeled filing cabinet 
into which you can submit your homework.

3. Send an email with an electronic copy of your answers to cs103@cs.stanford.edu

mailto:cs103@cs.stanford.edu

