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Problem Set 2

This second problem set is designed to make you a master of inductive proofs.  It starts off with 
some simpler problems intended to acclimate you to an inductive climate and concludes with 
some  pretty  impressive  results.   I  hope  that  you  have  as  much  fun  working  through  these 
problems as we did designing them.

Start this problem set early.  It contains nine problems (plus one survey question and one extra-
credit  question),  several of which require a fair  amount of thought.   I  would suggest reading 
through this problem set at least once as soon as you get it to get a sense of what it covers.

As much as you possibly can, please try to work on this problem set individually.  That said, if 
you do work with others, please be sure to cite who you are working with and on what problems. 
For more details, see the section on the honor code in the course information handout.

In any question that asks for a proof, you  must provide a rigorous mathematical proof.  You 
cannot draw a picture or argue by intuition.  You should, at the very least, state what type of proof 
you are using, and (if proceeding by contradiction, contrapositive, or induction) state exactly what 
it is that you are trying to show.  If we specify that a proof must be done a certain way, you must 
use that particular proof technique; otherwise you may prove the result however you wish.

If you are asked to prove something by induction, you may use either weak induction or strong 
induction.   You  should  state  your  base  case  before  you prove  it,  and  should  state  what  the 
inductive hypothesis is before you prove the inductive step.

As always, please feel free to drop by office hours or send us emails if you have any questions.  
We'd be happy to help out.

This problem set has 125 possible points and ten questions.  It is weighted at 8% of your total 
grade.  The earlier questions serve as a warm-up for the later problems, so do be aware that the 
difficulty of the problems does increase over the course of this problem set.

Good luck, and have fun!

Due October 14th at 2:15 PM
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Problem One: Finding Flaws in Proofs* (16 points)

The following proofs all contain errors that allow them to prove results that are patently false.  Before  
you go on to do proofs of your own, take the time to work through these incorrect proofs.  For each 
proof,  identify  at  least  one  flaw  in  the  proof  and  explain  what  the  problem  is,  then  give  a  
counterexample that demonstrates why the error occurs.  In each case,  make sure you understand 
what logical error is being made.  The mistakes made here are extremely common and often difficult 
to spot.  Please get in touch with us via email or at office hours if you have any questions.

Theorem: For any natural number n, n > n + 1
Proof: By induction.  Let P(n) be “n > n + 1.”  We prove that P(n) holds for all natural numbers n  

by induction.

Suppose that for some n, P(n) holds, so n > n + 1.  We want to prove P(n + 1), that is, that  
n + 1 > n + 2.  By the inductive hypothesis, since n > n + 1, n + 1 > n + 2, so P(x + 1) holds. ■

Theorem: Let x and y be natural numbers.  If max(x, y) = k, then both x = k and y = k.
Proof: By induction.  Let P(k) be “For any natural numbers x and y, if max(x, y) = k, then both 

x = k and y = k.”  We prove that P(k) holds for all natural numbers k by induction.

     As a base case, we want to show P(0), that for any natural numbers x and y, if max(x, y) = 0,  
then both x = 0 and y = 0.  If max(x, y) = 0 and both x and y are natural numbers, then since 
x ≥ 0 and y ≥ 0, x and y must both be zero, so P(0) holds.

     For the inductive step, assume that for some k, P(k) holds (that if max(x, y) = k, then x = y = k)  
and  consider  P(k  +  1),  that  if  max(x, y) = k + 1,  then  both  x = k + 1  and  y = k + 1.  If 
max(x, y) = k + 1, then max(x – 1, y – 1) = k.  By the inductive hypothesis P(k), we thus have 
that x – 1 = k and y – 1 = k, so x = k + 1 and y = k + 1, completing the proof of P(k + 1). ■

Theorem: All horses are the same color.
Proof: By induction.  Let H(n) be “For any set of horses of size n, all horses in that set are the same 

color.”  We prove that H(n) holds for all natural numbers greater than zero by induction on n. 

For the base case, we prove H(1), that every horse in any nonempty set of horses of size 1 has 
the same color.  But in a set of horses with just one element, all horses in the set are trivially the 
same color and H(1) holds.

For the inductive step, assume that H(n) holds (any set of n horses are all the same color) and 
consider H(n + 1), that any set of n + 1 horses are all the same color.  We can see this as 
follows.  Consider any set of n + 1 horses, then number the horses 1, 2, 3, …, n + 1.  The set of 
the first n horses, by the inductive hypothesis, must all be the same color as one another (call it 
“color one”); likewise the set of the last n horses must be the same color as one another (call it 
“color two”).  But these two sets overlap with one another, so some horse must be both color 
one and color two, which means that color one and color two are the same color.  Consequently,  
all horses in the set are the same color, completing the proof of H(n + 1). ■

* The latter two invalid proofs are adapted from Discrete Mathematics and its Applications, Sixth Edition by Kenneth H. 
Rosen
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Problem Two: Telescoping Sums (12 points)

Consider a sequence of n + 1 numbers x0, x1, x2, …, xn, where n ≥ 0.  Prove, by induction, that

∑
i=1

n

(x i− x i−1)= xn− x0

Sums of this form are called telescoping sums and have many applications in computer science.  You'll 
see one of them later in this problem set.

Problem Three: Contract Rummy (12 points)

Contract rummy is a card game for any number of players (usually between three and five) in which 
players are dealt a hand of cards and, through several iterations of drawing and discarding cards, need 
to accumulate sets and sequences.  A set is a collection of three cards of the same value, and a sequence 
is a collection of four cards of the same suit that are in ascending order.  The game proceeds in multiple 
rounds, in each of which the players need to accumulate a different number of sets and sequences.  The 
rounds are:

• Two sets (six cards)
• One set, one sequence (seven cards)
• Two sequences (eight cards)
• Three sets (nine cards)
• Two sets and a sequence (ten cards)
• One set and two sequences (eleven cards)
• Three sequences (twelve cards)

Notice that in each round, the requirements are such that the number of cards required increases by one. 
It's interesting that it's always possible to do this, since the total number of cards must be made using 
just combinations of three cards and four cards.

Prove, by induction, that any natural number greater than or equal to six can be written as 3x + 4y for 
natural numbers x and y (remember that 0 is a natural number.)

Problem Four: Nim (12 points)

Nim is a family of games played by two players.  Each game works by maintaining several piles of 
stones.  Players alternate taking turns.  In each turn, the player removes any (nonzero) number of stones 
from any one pile of their choice.  If it's a player's turn and no stones are left in any of the piles, then  
the player loses the game.

Prove that if the game is played with two piles of stones, each of which begins with the same number 
of stones, then the second player can always win the game.
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Problem Five: Tournament Graphs (20 points)

A tournament is a contest among n > 0 players.  Each player plays a game against each other player, 
and either wins or loses the game (let's assume that there are no draws).  A tournament graph is a 
graph representing the result of a tournament, where each node corresponds to a player and each edge 
(u, v) means that player u won her game against player v.  For example, here is a simple tournament  
graph for five players:

A

B

C

D

E

A tournament winner is a player in a tournament who, for each other player, either won her game 
against that player, or won a game against a player who in turn won against that player.  For example,  
in the above graph, B, C, and E are tournament winners.  

Prove that every tournament graph has a tournament winner.

Problem Six: Tiling with Triominoes* (16 points)

Suppose that we are given a set of right triominoes, blocks with this shape: 

 

Suppose that we are given a square grid of size 2n × 2n and want to  tile it with right triominoes by 
covering the grid with triominoes such that all triominoes are completely on the grid and no triominoes 
overlap.  Here's an attempt to cover an 8 × 8 grid with triominoes, which fails because not all squares in 
the grid are covered:

* I originally heard this classic problem from David Gries of Cornell University.  The terminology used here is borrowed 
from Discrete Math and its Applications, Sixth Edition by Kenneth Rosen.
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It turns out that it is impossible to completely tile the 2n × 2n figure with these triominoes because there 
are 4n squares in a 2n × 2n figure, but any figure that can be tiled with triominoes must have a multiple 
of three squares in it.  However, 4n is not a multiple of three.  Interestingly, though, if we remove some 
square from the 2n × 2n grid, then there are a total of 4n – 1 squares to cover, which is a multiple of 
three.

i. Prove, by induction on n, that 4n – 1 is a multiple of three.

ii. It  is  necessary that  a  figure  have  a  multiple  of  three  squares  in  it  to  be  tiled  with  right 
triominoes, in that if it does not contain a multiple of three squares there cannot possibly be a 
way to fully tile it.  However, it is not true that it is sufficient that if a figure has a multiple of 
three squares in it that it must can be tiled with right triominoes.  Give an example of a shape 
that contains an multiple of three squares but cannot be tiled by right triominoes.

Amazingly, it turns out that it is always possible to tile any 2n × 2n grid that's missing exactly one 
square with right triominoes.  It doesn't matter what n is or which square is removed; there is always a 
solution to the problem.  For example, here are all the ways to tile a 4 × 4 grid that has a square  
missing:

iii. Prove that any 2n × 2n grid with one square removed can be tiled by right triominoes.

Extended Example: Amortized Analysis on Stacks and Queues

An important  area  of  computer  science  is  algorithmic  analysis,  which  studies  the  properties  and 
behavior of algorithms and data structures.  Much of algorithmic analysis focuses on the analysis of the 
runtime of various algorithms.  It is important to know how much time various pieces of code will take  
to execute, for example, so that we can reason about the worst-case behavior or inputs to a program.

In the next few problems, we will explore two data structures and learn how to use an technique called 
amortized analysis to prove that they work efficiently.

A stack is a data structure that represents a pile of objects stacked atop one another.  The stack supports  
two operations:
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• Push, which adds a new element atop the stack, and
• Pop, which removes and returns the top of the stack.

For example, given an empty stack, if we push the values 1, 2, 3, and 4, then the stack will contain

4

3

2

1

If we now pop the stack, we get back the value 4, and the stack will hold

3

2

1

Pushing 5 on the stack will then yield the stack

5

3

2

1

If we then pop two values, we'll get back 5 and 3, in that order.

Because the value returned by pop is the value that was added most recently, stacks are sometimes 
called LIFO stacks, for Last-In, First-Out.

A queue is a data structure related to a stack that represents a sequence of elements in a line, much like  
you would find in front of a movie theater.  It supports two operations:

• Enqueue, which appends a new element to the end of the line, and
• Dequeue, which removes and returns the first element of the line.

For example, suppose that we enqueue 1, 2, 3, 4, and 5 into a queue, in that order.  If so, the queue will  
hold the values

5321 4

Front

If we now dequeue a value, we will get back the value 1 and the queue will hold

532 4

Front

Enqueuing 6 will then update the queue to be
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532 4

Front

6

And if we now dequeue from the queue, we will get back 2 and the queue will hold

53 4

Front

6

Because the element removed from the queue by dequeue is always the oldest element inserted into the 
queue, queues are sometimes called FIFO queues, for First-In, First-Out.

Now, suppose that we are provided a fast implementation of a stack and are interested in using it to  
implement a queue.  There is a clever technique that enables us to do this.  To represent the queue, we 
will use two stacks, arranged like this:

in out

To enqueue into this queue, we push the value that was enqueued onto the in stack.  To dequeue a value 
from this queue, there are two possibilities:

1. If the out stack is not empty, we pop its top and return it.
2. If the out stack is empty, we continuously pop the in stack and push the value into the out stack 

until the in stack is empty.  We then pop the out stack and return that value.

For example, suppose that we enqueue 1 and 2 into our queue.  To do this, we push 1 and 2 into the in 
stack:

in out

1

2

Now, suppose that we want to dequeue a value.  Because the out stack is empty, we repeatedly pop off 
of the in stack and push the value onto the out stack until the in stack is empty.  This is shown here:
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in out

1 2

in out

1

2

in out

1

2

We then pop off the  out stack to get the value to dequeue, which correctly returns 1 and leaves the 
queue like this:

in out

2

Now, if we enqueue 3, 4, and 5, we push the values 3, 4, and 5 onto the in stack, as shown here:

in out

23

4

5

If we then dequeue a value, since the out stack is not empty, we simply pop the out stack and return its 
value, which produces 2 and leaves the queue like this:

in out

3

4

5

If we now dequeue a value again, we continuously pop off of the in stack and push onto the out stack, 
yielding the following:

in out

3

4

5

then finally pop off of the out stack, producing the value 3.
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Problem Seven: Counting Operations (4 points)

To get a sense for how the two-stack queue works, we'd like you to trace through what happens when  
you perform a series of operations on such a queue.

Trace through the following series of operations performed on an initially empty two-stack queue.  For 
each operation, record how many times a value is pushed onto or popped off of a stack.  The first few  
values are given to you.  As a sanity check, we've marked what values should be returned by the 
dequeue operations.  If you're having any trouble understanding how this data structure works, please 
feel free to email us or to stop by office hours.

 
Operation # of Pushes # of Pops

Enqueue 1 1 0

Enqueue 2 1 0

Dequeue (returns 1) 2 3

Enqueue 3

Enqueue 4

Enqueue 5

Dequeue (returns 2)

Dequeue (returns 3)

Dequeue (returns 4)

Dequeue (returns 5)

Total

Problem Eight: Worst-Case Analysis (8 points)

In order to see how many pushes and pops are required to perform some sequence of enqueues and 
dequeues, one initial idea might be to see how many pushes and pops each of the two queue operations 
(enqueue  and dequeue)  do  in  the  worst  case,  then  to  sum up those  values  over  a  sequence  of  n  
operations.  Since each operation does no more pushes or pops than the worst-case number of pushes 
and pops, the total number of pushes and pops done can't exceed this sum.

i. Prove that enqueuing into a two-stack queue always makes exactly one push.

ii. Prove that dequeuing from a two-stack queue with n elements always makes at most n + 1 pops 
and n pushes.

iii. Suppose every single operation performed on a two-stack queue always takes the maximum 
number of pushes and pops.  (This is unrealistic, as you'll see, but let's assume this for the sake 
of argument).   Prove that,  starting with an empty two-stack queue,  performing n enqueues 
followed by n dequeues makes (n2 + 3n) / 2 pushes and (n2 + 3n) / 2 pops, assuming each 
operation makes the worst-case number of pushes and pops.
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Problem Nine: Amortized Analysis (20 points)

In problem eight, you established that a series of n enqueues and n dequeues require, at most, roughly 
n2 pushes  and  pops.   This  suggests  that  in  the  worst  case,  enqueuing  and  dequeuing  ten  million 
elements might require about one hundred billion pushes and pops.  If we assume that each push or pop 
requires a single assembly instruction (a very optimistic estimate), then on a fast computer, say, one 
that can execute four billion operations per second, this would take around six hours to complete!

However, this number is a gross overestimate of the true number of pushes and pops required.  The 
reason is that we assume that every enqueue and dequeue makes the highest possible number of pushes 
and pops.  This view is too pessimistic.  Suppose, for example, that we perform a dequeue when the  
queue has n elements in it.  In the worst case, this would require us to do n pops off of the in stack, n 
pushes into the out stack, and one more pop off of the out stack.  But if we do this, then the out stack 
will contain n – 1 elements, which means that the next n – 1 dequeues will require just one pop each.  If 
we were to make a total of n dequeues in a row starting with an empty out stack, we'd do n pushes and 
n + 1 pops on the first dequeue, but then only n – 1 pops on the remaining n – 1 dequeues.  The total  
number of pushes and pops done over this sequence is thus 3n pushes and pops.  In other words,  
although any individual dequeue might require a lot of pushes and pops, if we consider a sequence of 
dequeues, the total sequence doesn't make that many pushes or pops.

In algorithmic analysis, an  amortized analysis is an analysis that considers the total work done over 
some number of operations, rather than the total work done over any individual operation.  Amortized 
analyses  can  be  used  to  show that  many  algorithms  and  data  structures  that  might  initially  look 
inefficient are actually quite fast.  In this problem, you will use an amortized analysis to show that the 
total number of pushes and pops required to implement the two-stack queue is much lower than your 
estimate from the previous problem might suggest.  In fact, you'll prove that the total number of pushes 
and pops done by the two-stack queue when performing n total enqueues and dequeues is at most 3n.  
If we were to enqueue and dequeue ten million elements using the aforementioned processor, then we'd 
find that it would take at most 15 milliseconds, much better than the six hours predicted by the more 
pessimistic analysis.

Intuitively, an amortized analysis works by recognizing that in a long sequence of operations (in our 
case, enqueues and dequeues), some operations will take very little time while others take a great deal  
of time.  For example, in our two-stack queue, enqueues tend to take little time (just doing one push), 
while dequeues can take much longer (potentially moving everything from the  in stack to the  out 
stack).  For example, consider a sequence of five enqueues into the two-stack queue, following by a 
single dequeue.  Each enqueue will push a single element atop the in stack, leaving the two-stack queue 
in a state like this:

1
in out

3

4

5

2

The single dequeue will have to move all these elements over, as shown here:
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5

1

in out

3

4

2

Now, suppose that every time we push or pop a stack, it takes one unit of time to complete.  Then in the 
above example, each of the five enqueues will take one unit of time, while the final dequeue will take 
11 units of time – performing five pops and five pushes to move the elements from the in stack to the 
out stack, plus one final pop on the  out stack.  Graphically, we can think of the work done on each 
operation like this:

Enq.
1

Enq.
2

Enq.
3

Enq.
4

Enq.
5

Deq.

Notice how the work done by each enqueue is significantly less than the work done by the dequeue.

In an amortized analysis, all we care about is the total amount of work done by the series of operations, 
not the total work done by any one particular enqueue or dequeue.  Consequently, we might try to think 
about this total  runtime a different way.  If you'll notice,  while a single dequeue might do a huge 
amount of work to move everything from the in stack to the out stack, the number of pushes and pops 
it does is (roughly) equal to the twice the height of the in stack, since it needs to do n pushes to empty 
the  in  stack and n pops to fill in the  out stack.  Moreover, the  in stack can only grow whenever an 
enqueue is done.  In other words, the fact that enqueues are fast compared to some of the dequeues we 
perform is because, in a sense, the cost of an enqueue is greater than it initially seems.  Yes, each 
enqueue does only one push, but it exacts a cost later on in the work required by an expensive dequeue  
to transfer all of the elements of the in stack to the out stack.  We might, therefore, try accounting for 
the total work done a different way.  Since the work done by the expensive dequeue is only done 
because of earlier enqueues, we could try accounting for the total work done like this:

Enq.
1

Enq.
2

Enq.
3

Enq.
4

Enq.
5

Deq.

If you'll notice, we've artificially inflated the cost of each enqueue to account for the extra work that  
has to be done later on to move the elements out of the in stack to the out stack.  We've also artificially 



12 / 14

decreased the cost of the expensive dequeue by assuming that the enqueues are the operations that 
actually do the heavy lifting to move the in stack to the out stack.  Notice that the  total work being 
done hasn't changed – just how we assign the “blame” for where that work is done.  It's important to  
remember that the actual runtime of these operations doesn't look like this; the reason this is acceptable 
is that in an amortized analysis all we care about is the total runtime, not what operations account for 
that runtime, and so we can shift the work around as we see fit.

What we have done here is assigned an amortized cost to the enqueue and dequeue operations.  The 
amortized cost is a modified cost associated with each operation that more evenly distributes the work 
across all the operations.  Typically, the amortized cost of an operation is defined by taking the actual 
cost of the operation (how much work it does), then doing one of two things:

• Adding in an additional cost used to pay for more expensive operations later in the future, or
• Subtracting out some cost that has been paid for by previous operations.

In our case, the amortized cost of an enqueue is greater than the actual cost, since we're pretending that 
it's more expensive than it is in order to pay for expensive dequeues later on.  The cost of an expensive  
dequeue (one in which we have to move elements from the in stack to the out stack) is lower than its 
actual cost, since we're charging some of the work to the enqueue operations.

For our two-stack queue, the extra work that's required of an “expensive” dequeue is caused by having 
to empty out the in stack.  In fact, for each element of the in stack, an “expensive” dequeue does two 
units of work to move it to the out stack – one to pop it from the in stack and one to push it into the out 
stack.  Consequently, if we want to redistribute the costs of enqueues and dequeues so that enqueues 
take up a greater burden, we might do so as follows: for each operation, we pretend that it does 2 extra  
units of work for each element it pushes onto the in stack.  Similarly, we pretend that any operation that 
pops something off of the in stack takes 2 less units of work per element popped off that stack.  This 
spreads the work around the operations more evenly – the expensive dequeue now doesn't get charged 
for all the work it does to tear down the in stack, while the cheaper enqueue operations now cost a bit 
more to account for the extra work that will be done later on.

To make this more formal, suppose that we have some nonempty sequence of operations (enqueues and 
dequeues) that we perform on an empty two-stack queue.  Suppose that we keep track of the height of  
the in stack just before and just after each operation.  We'll say that the heights of this stack are denoted 
h0, h1, …, hn, where hk refers to the height of the  in stack after k operations have been made.  For 
example, h0 is the height of the in stack before we do any enqueues or dequeues; since the queue begins 
empty, h0 = 0.  After we perform the first operation, the height of the  in stack will be h1.  After we 
perform the second operation, the height of the in stack will be h2, and so on and so forth.

We now define the amortized cost of an operation as follows: If the kth operation does w units of real  
work, we say that its amortized cost (denoted w') is

w' = w + 2(hk – hk – 1)

In other words, the amortized cost of the operation is given by the total work it does, plus twice the 
change to the height of the in stack (the difference between the height after the operation (hk) and the 
height before it (hk-1)).  As mentioned before, this is designed to spread the work around more fairly 
across the operations; it makes enqueues appear to cost relatively more in order to make dequeues cost 
relatively less.
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Let  the series  w1,  w2,  …, wn be the  actual  time required to  perform each of  the operations.   For 
example, the time required to complete the first operation is w1,  the time required to complete the 
second operation is w2, etc.

i. Prove that 
∑
i=1

n

(w i+2hi−2h i−1)≥∑
i=1

n

wi
, assuming that the queue is empty to begin with.  This 

shows that the total amortized costs of all the queue operations is no less than the total actual  
cost of the queue operations.  That is, the amortized cost just spreads the work around the 
operations,  rather than disregarding it  altogether.   (Hint:  You might find one of the earlier  
problems useful.)

ii. What is the amortized cost of an enqueue?  Remember that the amortized cost is
w + 2(hi – hi-1), where hi – hi–1 is the increase in the height of the in stack.

iii. What is the amortized cost of a dequeue if it's performed when the out stack is not empty?

iv. What is the amortized cost of a dequeue if it's performed when the out stack is empty?

v. Using your answers to (ii),  (iii),  and (iv), prove that the amortized cost of any enqueue or 
dequeue is at most three.  This shows that the work is spread around such that the amortized 
cost of each operation doesn't depend at all on the number of elements in the queue; it's always 
the same regardless of how many elements there are.

vi. Based on your answers to (i) and (v), prove that any series of n queue operations, starting with 
an empty queue, requires at most 3n units of work.

vii. To see how good of a bound you've just  proven,  come up with a sequence of at  least  10 
operations (enqueues and dequeues) on an empty queue that, if executed, do at least 3n – 2 
units of work, where n is the total number of operations done.  In other words, the bound of 3n 
units of work is about as tight as it can get.

viii. (Extra credit) The analysis from part (vi) is much better than the earlier worst-case analysis, 
but it can be made even better.  Prove that any series of exactly n/2 enqueues and exactly n/2  
dequeues, in any order, does at most 2n units of work.

The technique that you have just used to prove that the runtime of the two-stack queue over a sequence 
of  n  operations  is  3n  is  called  the  potential  method.   In  the  potential  method,  we  define  some 
nonnegative  function  Φi that  associates  a  value  with  each  state  of  a  data  structure.   Using  a 
generalization of the proof from part (i), you can then show that

∑
i=1

n

(w i+Φi−Φi−1)≥∑
i=1

n

wi

Assuming a suitable choice of Φ is found, the left-hand sum may be much easier to evaluate than the  
right-hand  sum.   This  technique  is  used  extensively  in  algorithmic  analysis.   For  example,  this 
technique can be used to show that the time required to insert n elements into a dynamic array that  
doubles when its capacity is met is at most some constant multiple of n.  It can also be used to analyze 
data structures like the  splay tree or  Cartesian tree, often resulting in amazingly elegant algorithms. 
The  most  asymptotically  efficient  version  of  Dijkstra's  algorithm,  for  example,  is  backed  by  a 
Fibonacci  heap,  a  special  data  structure  that  may  have  individual  operations  take  a  long  time  to 
complete but which has excellent amortized performance guarantees.
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Problem Ten: Course Feedback (5 Points)

We want this course to be as good as it can be, and we'd really appreciate your feedback on how we're 
doing.  For a free five points, please answer the following questions.  We'll give you full credit no 
matter what you write (as long as you write something!), but we'd appreciate it if you're honest about 
how we're doing.

i. How hard did you find this problem set?  How long did it take you to finish?
ii. Does that seem unreasonably difficult or time-consuming for a five-unit class?
iii. Did you attend Monday's problem session?  If so, did you find it useful?
iv. How is the pace of this course so far?  Too slow?  Too fast?  Just right?
v. Is there anything in particular we could do better?  Is there anything in particular that you think 

we're doing well?

Extra Credit Problem: Powers of Two

In Friday's lecture, we saw that any natural number can be expressed as the sum of a set of distinct 
powers of two.  However, we didn't show that every natural number can be expressed uniquely as the 
sum of a set of distinct powers of two.  That is, it might be possible for some natural number to be  
written as the sum of distinct powers of two in multiple ways.

Prove, by induction, that each natural number can be written in exactly one way as the sum of distinct 
powers of two.

Submission instructions

There are three ways to submit this assignment:

1. Hand in a physical copy of your answers at the start of class.
2. Submit a physical copy of your answers in the filing cabinet in the open space near the handout 

hangout in the Gates building.  If you haven't been there before, it's right inside the entrance 
labeled “Stanford Venture Fund Laboratories.”  There will be a clearly-labeled filing cabinet 
into which you can submit your homework.

3. Send an email with an electronic copy of your answers to cs103@cs.stanford.edu

mailto:cs103@cs.stanford.edu

